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7. Exploring parameter tuning for analysis and
optimization of a computational model

Abstract
Computational models of human processes are used for many different purposes and in many
different types of applications. A common challenge in using such models is to find suitable
parameter values. In many cases, the ideal parameter values are those that yield the most
realistic simulation results. However, there are situations in which the goodness of fit is not
the main or only criterion to evaluate the appropriateness of a model, but where other aspects
of the model behavior are also relevant. This is often the case when computational models
are employed in real-life applications, such as mHealth systems. In this paper, we explore
how parameter tuning techniques can be used to analyze the behavior of computational
models systematically and to investigate the reasons behind the observed behavior. We
study a computational model of psychosocial influences on physical activity behavior as
an in-depth use case. In this particular case, an important measure of the feasibility of
the model is the diversity in the simulation outcomes. This novel application of parameter
tuning techniques for analysis and understanding of model behavior is transferable to other
cases, and is therefore a valuable new approach in the toolset of computational modelers.
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7.1 Introduction
Computational models of human processes are used for many different purposes and in
many different types of applications. A common use case of computational models is the
analysis and understanding of the modeled processes. Another application area of such
models is human support systems, in which the model provides the understanding of the
user. Examples of such systems are behavior change support systems (Oinas-Kukkonen,
2010) or systems that provide support during demanding tasks.

A challenge when developing these models is to find parameter sets that result in adequate
behavior of the model. Usually, background knowledge and (psychological) literature is
used to determine the values in these models. In other situations, especially when empirical
data about actual human behavior is available, automated parameter estimation techniques
are used to find suitable parameter values. To test the appropriateness of the parameterized
model, the goodness of fit is determined by comparing the generated values with the observed
values.

However, there are situations in which the goodness of fit is not the only criterion to
evaluate a model. When the data is noisy, goodness of fit might lead to incorrect outcomes
(Pitt and Myung, 2002), but it is also possible that other aspects of model behavior are
important. For example, in this paper we use a model (that is deployed in an mHealth
system) as case study in which the variety in the outcomes is an important measure of the
feasibility of the model (see Section 7.3.2 for further explanation). When this aspect of
the model behavior is suboptimal, the question arises how this can be explained. This is a
non-trivial problem to which analytical techniques could contribute.

In this paper, we exploit parameter tuning techniques to investigate the behavior of the
model and to investigate the reasons behind the observed behavior. Specifically, we do an
in-depth analysis of a computational model that is expected to show diverse outcomes. We
investigate the question about the cause of this lack of diversity in outcomes: is it due to the
data that is used (for initial values) or due to (an inadequate choice of) parameter values?
The application of the parameter tuning techniques leads to a better understanding of the
model behavior and provides answers to these questions. It can be used to gain more insight
in the structural properties of the model.

7.2 Background
In this section, we describe related work on optimization problems and parameter tuning, as
well as the novelty of the current work.

7.2.1 Parameter tuning
Parameter tuning is a widely used optimization approach. It is often used in machine
learning applications, to find optimal parameters for the learning process (Chapelle et al.,
2002), but also in evolutionary computing applications (Eiben and Smit, 2011). In addition,
these algorithms are broadly used in dynamic modeling, in order to fit model predictions to
actual data. We can find applications of parameter tuning strategies in several domains. For
instance, in hydrology, parameter tuning strategies are used in hydrologic models, which are
defined by parameters and states. Here, parameters are physical and generally time-invariant
descriptions of surface and subsurface characteristics, while states are fluxes and storages
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of water and energy that are propagated in time by the model physics (Moradkhani et al.,
2005).

Parameter tuning techniques also have many applications in the simulation of human
systems or agent-based models (Bonabeau, 2002). Simulations of crowd behavior (Bosse
et al., 2012; Sun and Wu, 2011), organizations, and emotion contagion (Tsai et al., 2011) are
examples of scenarios for parameter tuning. Individual and group behaviors rely on many
aspects, which can be captured in models that will need to be fitted to real data obtained
from empirical experiments.

7.2.2 Simulated annealing
The computational model investigated in this paper has many continuous variables. The
presence of continuous variables in an optimization problem increases the complexity of the
problem solving mechanism due to the infinite number of possibilities in the solution space,
which makes it an NP-hard combinatorial problem. Often, parameter tuning tasks with
continuous variables are limited by time constraints, making it impossible to identify the
globally best result. Therefore, many optimizations algorithms are designed to yield good
solutions in a limited time period, but do not guarantee that the solution found is the globally
best solution. Examples of such algorithms include simulated annealing (SA), gradient
descent, and evolution-based, swarm-based and ecology-based algorithms (Bertsimas and
Tsitsiklis, 1993; Binitha and Sathya, 2012; Černý, 1985; Kirkpatrick et al., 1983).

For our analysis, we use the simulated annealing algorithm. This technique is able to
find the global optimum when the variables are discrete. In case of continuous variables, SA
is preferable over alternatives (like gradient descent), because of its fast convergence and
easy implementation. This is the reason that NP-hard combinatorial optimization problems
can be successfully addressed with SA (Bouleimen and Lecocq, 2003).

7.2.3 Novelty
In this work, we also apply parameter tuning in the domain of human behavior models.
However, in contrast with the research described above, we do not use parameter tuning
techniques with the aim to find a best fitting model (as is done in most other applications of
parameter optimization in computational models). Instead, we use parameter tuning as a
means to analyze the behavior of the model. The tuning algorithm is used to investigate to
what extent a model can produce different simulation outcomes. We compare the outcomes
of the simulations with the structural aspects of the model. This provides us with an
additional tool that helps to increase our understanding of the behavior of the model in
relation to the structural characteristics.

7.3 Use case: model of psychosocial influences on physical activity
The use case studied in this paper concerns a computational model of psychosocial influences
on physical activity behavior based on the social cognitive theory (Bandura, 1998, 2004). It
describes the relations between several psychological determinants, such as self-efficacy,
intentions and social norms, and their influence on physical activity behavior. The model
under investigation is an adaptation of the computational model presented in (Mollee and van
der Wal, 2013). Therefore, the concepts and the relations of the model described in Section
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7.3.1 are explained in more detail in the original publication. Revisions between the two
versions of the model were motivated by a decrease in conceptual detail and computational
complexity of the model, and by suggestions of experts in the domain of behavior change.

The details of the computational model are described in depth in Section 7.3.1. The
objective of the model and its application are described in Section 7.3.2.

7.3.1 Detailed specification of the model
The computational model is largely based on the social cognitive theory by Albert Bandura
1998. This is a well-established theory of behavior change, with high applicability in the
domain of health behavior (Bandura, 2004). The theory has proven to account for a large
proportion of the variance in physical activity (Rovniak et al., 2002), and is therefore very
suitable as a basis to describe the dynamics underlying physical activity behavior.

All concepts are modeled numerically, as real values in the interval [0,1], and the
relations are formalized as differential equations. The relations express the influence of
the source concept on the target concept by increasing or decreasing the value of the target
concept in the direction of the source target, moderated by a parameter named β source,target.
The increase or decrease of the target concept is also relative to its current value (e.g., for
concept SE, a decrease is relative to SE(t) and an increase is relative to (1− SE(t))), in
order to ensure that the concept values stay in the interval [0,1]. The constant ∆t indicates
the step size of the model, and is set at 0.1 to ensure smooth results. An example of the
formal relation between the concepts is given below, for the concept Behavior (Beh). Figure
7.1 shows a graphical representation of the dynamic relations between all concepts in the
model.

Change_Beh(t) =

(βSE,Beh · (SE(t)−Beh(t))+βInt,Beh · (Int(t)−Beh(t))

+βOE,Beh · (OE(t)−Beh(t))−βImp,Beh · Imp(t))

i f (Change_Beh(t)≥ 0) :
Beh(t +1) = Beh(t)+(Change_Beh(t)) ·∆t · (1−Beh(t))

i f (Change_Beh(t)< 0) :
Beh(t +1) = Beh(t)+(Change_Beh(t)) ·∆t ·Beh(t)

The values of all parameters (β ) can be adjusted by the modeler. In the current imple-
mentation, the parameters were chosen based on correlations between the concepts found
in literature (Plotnikoff, Costigan, et al., 2013; Plotnikoff, Lippke, et al., 2008; Rovniak
et al., 2002), in order to keep the ratio between the parameters in accordance with empirical
findings. This original parameter set is shown in Table 7.1.

7.3.2 Practical application of the model
The computational model described above was created in the context of a behavior change
system for encouraging physical activity among young adults (Klein et al., 2015). The
system monitors the users’ behavior through an activity tracker, and combines this with
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Figure 7.1: Graphical representation of the model.

Table 7.1: Parameter settings.

Parameter β Sat,SE β Imp,Int β SE,Int β SE,Imp β Imp,Sat β Int+Beh,Sat β SE,Beh β Int,Beh

Value 0.50 0.08 1.00 0.43 0.25 0.50 0.17 0.60

Parameter β Imp,Beh β SE,LTG β LTG,Int β Sat,OE β SE,OE β OE,Int β OE,Beh β SN+Sat,Int

Value 0.25 0.05 0.20 0.10 0.05 0.02 0.01 0.02

various other sources of information (e.g., location data, weather forecasts, personality
questionnaires, social network information) to provide tailored coaching.

The role of the model is to run simulations to estimate the effect of different coaching
strategies on the behavior. Thus, the model is run for each user and each possible strategy,
and outcomes for the behavior are compared. The strategy that yields the highest result for
the behavior concept (Beh) is considered to be the most promising.

In context of developing the behavior change system, eight coaching strategies were
defined. Each of the strategies targets one of the psychological concepts in the model, and
consists of coaching messages that are sent to the user through a smartphone app during one
week. The presumed effect of the possible coaching strategies is implemented as a subtle
boost of 5% in the first three days of the simulation. For example, if the simulated coaching
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strategy targets the self-efficacy, the value of the self-efficacy concept is increased with 5%
of the potential improvement (i.e., its distance to the maximum), as in Equation 7.1.

i f (coaching_strategy == SE) : SE(t) = SE(t)+0.05 · (1−SE(t)) (7.1)

Since the outcomes of these simulations are used in a real-life application, their closeness
to reality is not the only relevant measure. Specifically, for the behavior change intervention
to be both effective and engaging to the user, the outcomes (which determine the activated
coaching strategy) should be diverse.

Figure 7.2 and Figure 7.3 both show an example of two simulations for a certain person
from our dataset, with on the left side the concept targeted by the simulated coaching
strategy and on the right side the change in the behavior based on that coaching strategy.
The simulated effect of the coaching strategy is visible in the first half of the graphs on the
left hand side. Since the behavior value increases most in Figure 7.2, that coaching strategy
(self-efficacy) would be preferred over the other (intentions).

Figure 7.2: Example of a model simulation, showing the concept targeted by the coaching strategy
(left) and its effect on the behavior (right). The targeted concept is self-efficacy (SE). The vertical axis
represents the simulation values; the horizontal axis represents the time.

Figure 7.3: Example of a model simulation, showing the concept targeted by the coaching strategy
(left) and its effect on the behavior (right). The targeted concept is intentions (Int). The vertical axis
represents the simulation values; the horizontal axis represents the time.
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7.4 Methods
When investigating the model behavior with respect to its application in a behavior change
intervention, it is important to base this analysis on realistic combinations of values for
concepts in the model. Therefore, we collected data about the state of the concepts from ten
potential users with varying levels of physical activity. These initial values were obtained
from extensive validated questionnaires for assessing the psychological constructs (e.g.,
Frank et al., 2009; Rovniak et al., 2002). That way, we collected a set of reliable assessments
for the combinations of initial values of the concepts. Four users in the data set were male
and six were female. The average age was 30.1 years (range [21, 42]).

When running the model simulations for this user set with the parameter values based
on correlations found in literature (see Section 7.3.1), the results yield very little diversity.
When sorting the eight coaching strategies based on the predicted outcome of the behavior
concept, only three different strategies appear in the first two positions for all ten users.
Overall, it appears that some strategies are more often among the best options, while others
occur only towards the end of the order (see Figure 7.4).

The surprising lack of diversity among these findings raises the question: what factors
cause the stability of the model’s simulation outcomes? In order to find an answer to that
question, we took a numerical approach, and explored the possible underlying causes in two
directions.

Figure 7.4: Initial outcomes of model simulations.

First, it is theoretically possible that the initial values are too uniform to yield diverse
outcomes. This possibility can be examined by running the model with the original parameter
values (based on indications from literature) on many combinations of random starting values.
Second, it is possible that the structure of the model in combination with the parameter
values implies a certain importance of the concepts, which is stronger than the individual
differences. This possibility can be examined by searching for a parameter set that does
yield diverse results among the collection of realistic initial values.

7.4.1 Quantifying the lack of diversity
In order to evaluate the (lack of) diversity of the simulation outcomes, it has to be quantified
systematically. In this research, the lack of diversity is computed by comparing all coaching
strategy sequences for each pair of users, and applying a 0.01 penalty each time a strategy
occurs in the same position. This choice is motivated by the particular application of
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the computational model in our use case. Other operationalizations of diversity or other
measures (e.g., entropy, variance) could be more relevant in other applications. The currently
adopted approach implies a maximum cost of (N(N−1))/2 ·8 ·0.01 = 3.6. For the results
shown in Figure 7.4, the cost is 1.8.

7.4.2 Analyzing the influence of the initial values
To test whether the set of combinations of initial values plays a role in the constancy of the
simulation results, we generate a set of 1,000 times 10 different combinations of random
starting values for the concepts of the model, to mimic sets of 10 users. Then, we run the
computational model on each of these initializations with the original parameter settings
(see Table 7.1). For each of these simulations, we compute the cost as specified in Section
7.4.1.

7.4.3 Analyzing the influence of the parameter set
To investigate whether the lack of diversity in the simulation results is caused by the model’s
parameter settings, we explore the ability of the model to produce diverse outcomes for
the dataset of real users. This exploration is done by searching the parameter space with
a simulated annealing algorithm (Kirkpatrick et al., 1983), in which we optimize for a
reduction in the cost as specified in Section 7.4.1.

The solution space in this instance of the simulated annealing algorithm is represented
by the possible values of the 16 parameters. Each solution is a set of parameter values
(see Table 7.1), which describe the strength of the relations between the concepts. A
neighboring solution is generated by adding a (positive or negative) change drawn from
a normal distribution to each parameter value, while bounding them to the range [0,1].
The costs corresponding to each solution are calculated by running the model with the
parameter values, and computing the costs of the outcomes according to Section 7.4.1. The
probability of accepting a solution with a higher cost depends on the difference between the
current cost and the new cost and the “temperature” T, as in Equation 7.2. The temperature
decreases with a factor 0.9 with each 100 iterations, and stops the algorithm when the initial
temperature of 1.0 has decreased to a value below 0.00001. The final parameter set is used
to run the model once more and calculate the corresponding costs, and the results are stored.
The entire search process was repeated 75 times.

acceptance_probability = e(old_cost−new_cost)/T (7.2)

7.4.4 Hypothesized outcomes
The experimental setup described above yielded a number of anticipated outcomes, enumer-
ated below.

Hypothesis H1:
Because of the diverse combinations of values for the ten users and the extraordinary stability
of the initial simulation results (in Figure 7.4), we expect that these starting values do not
cause the stable outcomes. Therefore, we expect similar or lower levels of diversity when
running the model on random sets of input values (see Section 7.4.2).
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Hypothesis H2:
Since the parameter values determine the influence of the different concepts, we expect
that they play a key role in the stability of the initial simulation results. Therefore, we
expect more diversity when running the model on parameter sets found through simulated
annealing (see Section 7.4.3).

Hypothesis H3:
Because of the computational model’s complexity, and the corresponding large number of
degrees of freedom, we expect that many different parameter sets that are obtained through
the simulated annealing search can lead to similar outcomes in terms of cost.

Hypothesis H4:
However, we still expect to see some global pattern in the parameter sets on average, i.e.
that some parameters generally end up in the lower part of the range and some parameters
in the higher part of the range.

Hypothesis H5:
If indeed such overall patterns are found, we expect that we will be able to explain them
based on the underlying meaning of the concepts and the structure of the model.

As mentioned before, the combination of the dataset of real users with the original
parameter values yielded a cost of 1.8 out of a possible 3.6. (See Section 7.4.1.)

7.5 Results
As mentioned before, the combination of the dataset of real users with the original parameter
values yielded a cost of 1.8 out of a possible 3.6. (See Section 7.4.1.)

7.5.1 Influence of initial values
When running the model with the original parameter set on 1,000 different sets of 10
combinations of random initial values, the average cost of the simulation results is 2.21 out
of 3.6. Even though in the set of 1,000 different outcomes there are some runs that produce
more diversity than in the original situation, 92.5% of the results produce less diversity and
correspondingly have a higher cost than the 1.8 of the initial solution. See Table 7.2 for an
overview of the results.

Table 7.2: Results of original parameter settings and random initial values over 1,000 runs.

Measure Value

Average cost 2.21459
Range of costs [1.33, 2.96]
Standard deviation of cost 0.261168
Percentage where cost > 1.8 92.5%
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7.5.2 Influence of parameter set
After 75 runs of the simulated annealing algorithm, the average cost of the model on the
dataset of real users is 0.85 out of 3.6. The standard deviation is quite low, indicating that
most of the outcomes are close to the average. See Table 7.3 for an overview of the results.

Table 7.3: Results of real initial values and parameters found through simulated annealing.

Measure Value

Average cost 0.853867
Range of costs [0.66, 0.99]
Standard deviation of cost 0.033898

When further exploring the parameter sets that yield these results, we see a large variety
in the found parameter values for largely similar cost outcomes. Most parameters cover
(almost) the full range of [0,1] in the 75 runs, with 14 out of 16 parameters approaching or
reaching the limits in both directions within 0.1. The average parameter value is 0.5268,
and the average standard deviation of each parameter is 0.2564, further supporting the
observation that their values vary widely. Hence, there is no clear pattern of the parameter
values for each individual solution found.

However, when looking at the parameter values averaged over the 75 runs, it appears
that there are some patterns visible. That is, for some of the parameters, the average values
deviates from the overall average of 0.5268. Table 7.4 shows the parameter values averaged
over all 75 runs.

Table 7.4: Parameter settings.

Parameter β Sat,SE β Imp,Int β SE,Int β SE,Imp β Imp,Sat β Int+Beh,Sat β SE,Beh β Int,Beh

Avg. value 0.5932 0.2760 0.5102 0.5321 0.8258 0.8320 0.3319 0.3086

Parameter β Imp,Beh β SE,LTG β LTG,Int β Sat,OE β SE,OE β OE,Int β OE,Beh β SN+Sat,Int

Avg. value 0.3677 0.6865 0.7381 0.4348 0.3042 0.5703 0.4610 0.6563

7.6 Discussion
The results provide grounds to investigate the hypothesized outcomes from Section 7.4.4.
As expected, the results presented in Section 7.5.1 show that the lack of diversity in the
original simulation is not caused by the initial values in our dataset. Although some of the
sets of initial values produce more diversity than in the original simulation, the vast majority
(92.5%) yields higher costs. Therefore, hypothesis H1 can be confirmed. On the contrary,
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the costs found in Section 7.5.2 are considerably lower than in the original simulations. This
confirms hypothesis H2, and indicates that the potential for more diversity in the simulation
results is related to the parameter values.

The results described in Section 7.5.2 also showed a large variety in the parameter sets
found through the optimization algorithm. This is in line with hypothesis H3, and can be
explained by the model’s complexity. The high number of degrees of freedom in the model
implies that many different parameter sets may produce similar results in terms of cost.
However, when analyzing the found parameters in more detail, we do discern patterns in
their values: some parameter values are generally high (e.g., β Imp,Sat), while others are low
(e.g., β SE,Beh). This finding confirms hypothesis H4.

By looking at the meaning of the parameters with relatively low or high values, we
attempt to explain why they end up with these values. Since we’re optimizing for high
diversity in the effect on the behavior, it can be expected that concepts with a structurally
high influence on the behavior will be dampened, while concepts with a structurally low
influence will be increased. Indeed, we see that the parameters in Table 7.4 tend to weaken
the path from the self-efficacy (the central notion of the social cognitive theory) to the
behavior. For example, β SE,Beh and β Int,Beh are relatively low on average, thus decreasing
the effect of the self-efficacy on the behavior. Similarly, β Imp,Sat has a relatively high value,
but since the impediments have a negative effect on the satisfaction, this will ultimately lead
to a decrease in the self-efficacy. At first sight, the low average value of β Imp,Int is surprising:
one would expect that a strong (negative) influence on the intentions will transfer to the
behavior. However, when taking a closer look at the data, the impediments seem to have
generally low values (average: 0.29, minimum: 0.10, maximum: 0.39), so a high parameter
would in fact cause an increase in the intentions and consequently a stronger influence on
the behavior. In summary, hypothesis H5 is confirmed as well.

The observation of the surprising value for β Imp,Int indicates that the outcomes are still
dependent on the values in the dataset of users. Therefore, although we demonstrated
that the relatively small set of users does not cause the lack of diverse outcomes, it would
be interesting to see whether the findings scale to larger populations of users, or that the
global patterns of the parameters change. Another limitation to the generalizability of this
work concerns the dependency of the results on the structure of our model and the specific
implementation of the relations between the concepts. Also, we have restricted ourselves to
the simulated annealing algorithm, and further research should reveal whether the results are
dependent on our choice of algorithm. However, our use case has demonstrated that applying
parameter tuning techniques to analyze and better understand models has indeed given us
insight in the model behavior. This novel use of parameter tuning is also transferable to other
applications, with different underlying models and different evaluation (cost) measures.

In the context of the application of the model (see Section 7.3.2), we strive for both a
close fit to reality and diverse outcomes. In other words, we look for a balance between
keeping the parameters close to the indications found in literature and searching for a
parameter set that yields diverse results. Therefore, we ran the algorithm described in
Section 7.4.3 again, but with constraints to the generation of neighboring solutions, forcing
them to stay within a distance of ± 0.1 from the original parameters. This approach allowed
us to increase the diversity of the outcomes (reducing the cost from 1.8 to 1.06), while
keeping the literature-based parameters to some extent intact.
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7.7 Conclusion
This research has established that applying parameter tuning techniques to analyze and
better understand the behavior of dynamic computational models has indeed the potential
to provide more insight in the structural properties of the models. In our use case, where
we tried to increase the diversity in the results of the model simulations, we successfully
demonstrated the cause of the initial lack of diversity. Subsequently, we were able to
show that diverse outcomes can be achieved by finding suitable parameter values through
simulated annealing, and that the global patterns of these parameter sets provide information
about (or can be explained by) the structure of the model and the meaning of its concepts
and relations. This novel application of parameter tuning techniques is transferable to other
cases, with different underlying models and different evaluation (cost) measures, and is
therefore a valuable new approach in the toolset of computational modelers and designers of
mHealth systems.
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